Suppose I have a coin that may or may not be bent. In other words, p = P(H) may or may not be 0.5. I flip the coin N = 100 times and observe, say, x = 57 Heads. Can I draw some conclusions about p?

This is a problem in Statistics, the problem of Hypothesis Testing. We will study Hypothesis Testing formally later. We will see that the right way to phrase the problem is to ask whether or not we can “reject the Null Hypothesis,” H0, that the coin is fair.

Under H0, the number of Heads X obeys a binomial distribution: X ~ Binomial100,0.5. By the rule of thumb, about 95% of the probability is within two standard deviations of the mean, hence the probability that X falls in the interval [40, 60] is approximately 0.95. Thus, having observed x = 57 is not too surprising under H0: we therefore fail to reject the Null Hypothesis H0 “at level 0.05”. This means that if H0 were true and if we were performing many such experiments, each involving 100 coin flips, the fraction of these experiments that would yield a value at least as extreme, i.e., as surprising, as x = 57 would typically be larger than 5%. Of course we don’t actually perform many experiments, so this notion of rejecting a null hypothesis at a given level is a bit theoretical.

Hypothesis testing at a given level is related to the statistical notion of a confidence interval (CI) for estimating an unknown parameter. If we observe x = 57 with N = 100, our point estimate for p, the probability of H, is
[image: image1.wmf] = 0.57. (The estimate for a parameter ( is usually denoted 
[image: image2.wmf]). To express our level of confidence in this estimate
[image: image3.wmf], we use the notion of a “95% confidence interval” about
[image: image4.wmf]. The 95% CI in this case is [.47, .67]. Because this CI includes 0.5, we do not reject the null at level 0.05.

Suppose now that we did N = 10000 coin flips rather than N = 100. Suppose that we observed x = 5700 Heads, so that our point estimate is again
[image: image5.wmf] = 0.57. The variance of a binomial r.v. X with N = 10000 and p = .5 is Np(1 – p) = 2500, so its standard deviation is 50. Therefore, under H0, about 95% of the probability of X is within the interval [4900, 5100]. Therefore, in this case, having observed x = 5700, we do reject the null at level 0.05 (and in fact at a much smaller level). The 95% CI for p, in this case, is (approximately) [0.56, 0.58].
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