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Chapter 1

Introduction

1.1 A hierarchy of reusable parts?

Humans and many animals demonstrate the remarkable ability to successfully learn and
generalize from only a few examples, or sometimes just a single example. From a statis-
tical point of view, this indicates the influence of strong and accurate biases or priors [8].
Understanding these priors is crucial for understanding biological learning and for creating
machine learning algorithms that can mimic the performance of biological systems.

A highly simplified view of the human (or primate) visual cortex is illustrated in Figure
1.1. This view pertains to the ventral visual pathway which is suspected to be heavily
involved in object recognition (see, for example, [20]). It emphasizes certain widely believed
generalities about the types of visual stimuli that are likely to elicit a strong neural response
in different regions along the pathway. In particular,

• A neuron near the beginning of the pathway, close to the retina, will typically respond
well only to a particular simple feature at a highly specific location in the visual field.
This feature might be a blob or an oriented edge at a particular scale and location
(e.g., [12, 21]).

• A neuron near the end of the pathway, close to inferotemporal cortex (IT), will typically
respond well only to a particular complex feature and the response can be invariant
to large changes in presentation, such as location, scale or context. The feature might
be a particular object or face anywhere within a large portion of the visual field (e.g.,
[18]).

• There are neurons in the middle of the pathway that respond well to stimuli in between
these two extremes (e.g., [13]).

The degree to which this is a useful caricature for understanding human object recognition
is still controversial. Nevertheless, it is consistent with the following view about the neural
representation underlying object recognition:

• The representation is parts-based and arranged hierarchically.
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• Near the bottom of the hierarchy, the parts are simple, localized and not selective for
objects. A given part might participate in the representation of many different objects
depending on the specific viewing conditions.

• Near the top of the hierarchy, the parts are selective for a specific object, but invariant
to many different viewing conditions. A given part can be loosely thought of as an
object or an object detector.

• From the bottom of the hierarchy to the top, the parts have increasing selectivity (for
specific objects) and increasing invariance (to presentation or viewing conditions).

We refer to this type of representation as a hierarchy of reusable parts. Representations
that share some or all of these characteristics have found interesting applications in the
computer vision literature, especially for object detection and recognition. For example,

• Hierarchical representations (in increasing feature complexity) allow coarse-to-fine com-
putation strategies. This improves the efficiency of object detection. Simple features
lower in the hierarchy can be quickly computed at many scales and locations. Based
on this information, computational resources can be directed to more specific locations
and scales, where more diagnostic and more computationally demanding features can
be computed (e.g., [2]).

• Reusable features allow computations to be shared for multiple object detection and
recognition. Instead of having completely different computational routines for each
object, in which case computation grows linearly with the number of recognizable
objects, feature sharing might allow the computation to grow sublinearly. Indeed,
several groups have demonstrated logarithmic-like growth (e.g., [14, 19]). (Note that
this is essentially an empirical statement about the nature of the world; a priori, objects
need not share enough features for sublinear growth.)

• Parts-based models provide an explicit background model which might be useful for
object recognition in clutter. They explicitly allow an image region to contain the parts
of an object without containing the object itself. Many object recognition schemes
can be loosely conceptualized as testing an object model versus a no-object model
and determining the winner. One common failure mode is when an image region
contains several parts of the object, but not the object, that is, the parts are not in the
appropriate configuration. Conceptually, at least, parts-based models can remedy this
problem. Stuart Geman refers to this principle as “objects define their own background
model.”

A hierarchy of reusable parts might also provide an effective bias (or prior) for fast visual
learning. If the parts of an object have already been learned and can be easily recognized
and detected across many viewing conditions and in many different contexts, then learning
to recognize the object simply involves learning to identify an appropriate configuration of
the constituent parts. Learning effectively takes place in a highly parameterized and low-
dimensional space. Most statistical learning paradigms require such spaces in order to have
fast and accurate learning.
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Under this hypothesis, the hierarchy is learned from the bottom up. At any given time,
the existing hierarchical representation supports certain visual tasks, like object recognition
and detection, presumably taking advantage of the computational improvements outlined
above. In many ways the knowledge embodied in the hierarchy represents what is typically
referred to as “the prior” in a Bayesian object recognition framework. So learning the
hierarchy is like learning this prior. These ideas are discussed in great detail in the context
of cortical organization in Friston (2003) [6].

Although the hierarchy is learned in a bottom-up manner, the computations supported
by the hierarchy can allow information to flow in any direction. Indeed, in later chapters we
experiment with generative, hierarchical, probabilistic graphical models, for which feedback
is an inherent part of any computation. The use of feedback within a hierarchy is strongly
consistent with the anatomical organization of (primate) visual cortex [4, 6]. Representations
based on hierarchies of reusable parts are also consistent with the (seemingly) compositional
nature of human cognition.

1.2 Compositionality

Fodor and Pylyshyn (1988) [5] take the closely related principles of productivity, systematic-
ity and compositionality as hallmarks of the symbolic and combinatorial nature of cognition.
Of course, these representational principles would be of little use in a world that admitted
no such representation. But, at least intuitively, our world is productive – different arrange-
ments of the same parts can create functionally different objects – and it is systematic – there
are regular rules governing how these parts can come together and how they can be used
– and it is definitely compositional – an object remains the same in a variety of contexts.1

Attempts at creating computational models that demonstrate these properties often focus
on compositionality, since productivity and systematicity tend to arise naturally from com-
positionality. For this reason and for convenience, we loosely use the term compositionality
for all three principles.

Compositionality as an overarching principle for computational vision has been pioneered
by Geman, Bienenstock and colleagues [1, 9]. Much of the work is theoretical, however,
the Ph.D. theses of Potter [17] and Huang [11] describe some computational experiments.
Related work includes much of the early work on syntactic pattern recognition, for example,
[15, 7, 10], and also Feldman’s perceptual theories [3].

The general framework described in the previous section (namely, representations based
on stochastic hierarchies of reusable parts increasing in selectivity and invariance) is one
instantiation of a compositional representation. The specific ideas discussed in this thesis
were developed within the context of this broader framework. Our main focus is on learning:
What principles can be used to discover useful compositional representations from data in
an unsupervised way?

1This could be circular: maybe our world appears productive, systematic and compositional because we
perceive it through a system that has these properties. Nevertheless, such a system presumably gives some
selective advantage based on the properties of our world.
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1.3 The organization of this thesis

This thesis is divided into two main parts. The first part focuses on what sorts of learning
strategies could be used to create a hierarchy of reusable parts from natural images. To that
end, we introduce one such learning strategy and then describe some toy experiments with
applying the strategy to natural image data. The second part of the thesis focuses on several
statistical methods designed to investigate compositionality within neural systems.

Each Chapter is more or less self contained, especially the four main Chapters 3, 4, 6,
and 7, some of which originally appeared as technical reports. Mathematical notation is not
entirely consistent across chapters and each chapter has its own bibliography. The figures
for each chapter follow its bibliography. The brief concluding remarks in Chapter 8 pertain
to the entire thesis. Several chapters use Matlab-like indexing: xi:j = (xi, . . . , xj).

1.3.1 Part I: Natural scenes

In Chapter 2 we describe a general unsupervised learning heuristic for incrementally building
hierarchical, parts-based models. The main idea is that dependencies are only incorporated
into the model through the introduction of new parts.

In Chapter 3 we experiment with this learning heuristic on binary-valued natural images.
An important insight from these experiments is that sparse representations are probably cru-
cial for compositional learning. A major defect in the experiments is that the representations
have no invariance, only selectivity.

At first glance, the learning heuristic appears designed to only learn selectivity, not
invariance. A key observation from the literature, however, is that temporal information from
image sequences can be used to learn invariant representations. In Chapter 4 we investigate
whether or not the same incremental learning strategy can learn invariant representations
when applied to image sequences. Again this involves simple experiments with binary-valued
natural images.

We leave for future work the task of simultaneously learning selectivity and invari-
ance. One foreseeable problem with hierarchies of increasing selectivity and invariance is
the Markov dilemma: invariance at one level in the hierarchy hides information that might
be useful for selectivity at higher levels. Some brief thoughts on these topics are collected
in Chapter 5. The Markov dilemma, in particular, is used to motivate the jitter methods
described in Chapter 7.

1.3.2 Part II: Neuroscience

In Chapter 6 we suggest several statistical methods that might be useful for investigating
the response properties of neurons, especially neurons in the visual cortex. Agnostic, model-
free methods for analyzing neural data are important for evaluating the degree to which
the ventral visual pathway looks like a compositional hierarchy. This seems to be especially
important in areas corresponding to the middle of the hierarchy, where the representation (if
it is indeed compositional) is difficult to anticipate. Unfortunately, agnostic methods tend
to require a lot of data, often more data than can be reasonably collected in a physiological
experiment. The general theme of Chapter 6 is that the statistics of natural images might
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be useful for reducing the data collection demands. The methods are tested in simulations,
but not in actual physiological experiments.

Chapter 7 explores a certain class of jitter methods that can be evaluated quickly and that
can incorporate certain physiological constraints like refractory periods and bursting. Jitter
methods are statistical techniques based on the intuition that locally perturbing observed
spike times should provide a way to assess the fine temporal structure of a neural spike train
while still preserving the classical firing rate. These methods are widely applicable to current
questions in neuroscience about spike timing precision. In the context of compositionality
within neural systems, certain types of spike timing have been suggested as a solution to the
Markov dilemma (see Chapter 5).
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Figure 1.1: A caricature of neural response properties in the ventral visual pathway.
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