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Abstract. Stochastic recursive algorithms, also known as stochastic approxi-
mation, take many forms and have numerous applications. It is the asymptotic
properties that are of interest. The early history, starting with the work of
Robbins and Monro, is discussed. An approach to proofs of convergence with
probability one is illustrated by a stability-type argument. For general noise
processes and algorithms the most powerful current approach is what is called
the ODE (ordinary differential equations) method. The algorithm is interpo-
lated into a continuous-time process, which is shown to converge to the solution
of an ODE, whose asymptotic properties are those of the algorithm. There are
probability one and weak convergence methods, the latter being the easiest to
use and the most powerful. After discussing the basic ideas and giving some
standard proofs, extensions are outlined. These include multiple time scales,
tracking of time changing systems, state-dependent noise, rate of convergence,
and random direction methods for high-dimensional problems.

Introductory comments. Stochastic Approximation (SA) deals with asymp-
totic properties of recursive stochastic algorithms of the types

θn+1 = θn + εnYn, (1.1)

θεn+1 = θεn + εY εn , (1.2)

θn+1 = ΠH [θn + εnYn] = θn + εn(Yn + zn), (1.3)

θεn+1 = ΠH [θεn + εY εn ] = θεn + ε(Y εn + zεn), (1.4)

where θn ∈ IRr, Euclidean r-space, εn > 0, ε > 0, Yn and Y εn are functions of
θn and random noise, and E|Yn| < ∞ for each n. The ΠH denotes projection
onto some compact non-empty constraint set H and zn, z

ε
n are the projection

terms. The case of random εn is important, but unless otherwise noted, εn is
real-valued and tends to zero. It is always assumed that∑

n

εn =∞. (1.5)

The references to be given illustrate the large number of applications. Only
a few key methods and some brief comments on proofs will be given to give
the flavor of the subject. The next section briefly surveys some of the original
work and gives a “stability” argument for the convergence of a basic algorithm.
The so-called ODE (ordinary differential equations method) is perhaps the most
powerful in use now, and is introduced in Section 2. Section 3 deals with the
weak convergence form of this method, the easiest to use. Various important
extensions are described in Section 4.

1The work was partially supported by NSF grant DMS 0804822
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1. Brief comments on early work. The original work was that of Robbins
and Monro [57] on (1.1) that sought the unique zero θ̄ of a continuous real-valued
and unknown function ḡ(·) on the real line. Only noise corrupted observations
of the form Yn = ḡ(θn) + δMn were available. The observation noise δMn

is a martingale difference sequence (with respect to the filtration induced by
{θ0, Yn, n < ∞}) with uniformly bounded variances, ḡ(θ)(θ − θ̄) < 0, θ 6= θ̄,
ḡ(·) has at most a linear growth, and outside of each neighborhood of θ̄, ḡ(θ) is
bounded away from zero. Also ∑

n

ε2n <∞. (1.6)

(For the complete set of assumptions for the early work see the references or
[71].) It was shown that θn → θ̄ in mean square. This seminal paper was the
start of an enormous literature that remains vibrant to this day. Condition
(1.6) assures that the martingale sequence

∑
εnδMn converges w.p.1, and (1.5)

is necessary if θn is not to eventually get stuck at some point that is not θ̄. Gen-
eralizations to w.p.1 convergence for more general and vector-valued processes
were given by Blum [8] , Dvoretsky [23], and Schmetterer [63]. Other extensions
are in Dupac̆ [18, 19], Gladyshev [27], Robbins and Siegmund [58] and in the
references in these articles and surveys cited below. Sakrison [62] (see also its
references to the Prague Conferences) considered a modification with continu-
ous observations. The observations had multiplicative ergodic noise instead of
additive martingale difference noise.

Sacks [60] (see also [48, Section 10.2]) gave the rate of convergence for the
one-dimensional model of Robbins-Monro. Let εn = K/n,K > 0. Suppose
that ḡ(·) is continuously differentiable in a neighborhood of θ̄ with gθ(θ̄) <
0,K|gθ(θ̄)| > 1/2, and that for each ρ > 0, E(δMn)2I{|θn−θ̄|≤ρ} → σ2 in mean
and {(dMn)2I{|θn−θ̄|≤ρ}} is uniformly integrable. Then

√
n(θ − θ̄) converges

in distribution to a normally distributed random variable with mean zero and
variance K2σ2/(2K|gθ(θ̄)|−1). In this sense, the optimal value of K is 1/|gθ(θ̄)|.
The rate εn = O(1/n) is often too fast for applications in that, in a practical
sense, θn can “get stuck” far from θ̄.

Kiefer and Wolfowitz [35] used a finite-difference form to locate the mini-
mum of an unknown differentiable real-valued function ḡ(·), with a uniformly
continuous derivative, with a unique stationary point that is a minimum, where
the only available data are noise corrupted observations Y ±n . Their algorithm is

θn+1 = θn + εn[Y +
n − Y −n ]/2cn, (1.7)

where Y ±n = ḡ(θn ± cn) + δM±n , δM±n are martingale differences, and 0 <
cn → 0 is a finite difference interval. Also

∑
n εncn < ∞,

∑
n ε

2
n/c

2
n < ∞ and

supnE(δM±n )2 < ∞. The first condition assures that the biases in the finite-
difference approximation to the derivative are asymptotically negligible. The
last two conditions assure the convergence of the martingale

∑
(εn/cn)(δM+

n +
δM−n ). The method is usually used with a constant difference interval since
it reduces the noise effects and yields a more robust algorithm, even at the
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expense of a small bias. Further references to the early work as well as precise
conditions and extensions can be found in the surveys by Wasan [71], Nevelson
and Khasminskii [54], Tsypkin [69], Lai [49], Schmetterer [64], Ruppert [59],
Fabian [25] and Dupac̆ [19].

A Liapunov function proof of convergence of the RM algorithm. A
proof of convergence of the vector-valued form of (1.1) will now be given by a
perturbed Liapunov function argument. W.l.o.g., let θ̄ = 0. Let En denote the
expectation conditioned on Fn = {θ0, Yi, i < n}. The Ki > 0 are constants.

Theorem 1.1. Let 0 ≤ V (·) be real-valued, continuous, twice continuously dif-
ferentiable with bounded mixed second partial derivatives and V (0) = 0, EV (θ0) <
∞. For each ε > 0, let there be δ > 0 : V (θ) ≥ δ for |θ| ≥ ε, and δ does not
decrease as ε increases. Write EnYn = ḡ(θn). For each ε > 0 let there be δ1 > 0 :
V ′θ (θ)ḡ(θ) ≡ −k(θ) ≤ −δ1 for |θ| ≥ ε. Suppose that En|Yn|2 ≤ K2k(θn) when
|θn| ≥ K0. Let

E

∞∑
i=1

ε2i |Yi|2I{|θi|≤K0} <∞. (1.8)

Then θn → 0 with probability one.

Proof. A truncated Taylor series expansion and the hypotheses yields

EnV (θn+1)− V (θn) ≤ εnV ′θ (θn)EnYn + ε2nK1En|Yn|2
= −εnk(θn) + ε2nK1En|Yn|2.

(1.9)

The hypotheses imply that EV (θn) <∞ for each n. By shifting the time origin
we can suppose that K1K2ε

2
n < εn/2. Define

δVn = K1En

∞∑
i=n

ε2i |Yi|2I{|θi|≤K0},

and the perturbed Liapunov function Vn(θn) = V (θn) + δVn ≥ 0. Note that

EnδVn+1 − δVn = −K1ε
2
nEn|Yn|2I{|θn|≤K0}.

This, together with the hypotheses and (1.9), yields

EnVn+1(θn+1)− Vn(θn) ≤ −εnk(θn)/2,

which implies that {Vn(θn)} is an Fn-supermartingale. By the supermartingale
convergence theorem, there is a Ṽ ≥ 0 : Vn(θn) → Ṽ w.p.1. Since δVn → 0
w.p.1, V (θn)→ Ṽ w.p.1.

For integers N and m,

−VN (θN ) ≤ ENVN+m(θN+m)− VN (θN ) ≤ −
N+m−1∑
i=N

EN εik(θi)/2. (1.10)
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If P{Ṽ > 0} > 0, then by the properties of V (·), θn is asymptotically outside
of some neighborhood of the origin, with a positive probability. This, the fact
that

∑
εi =∞, and the properties of k(·), imply that the sum on the right side

of (1.10) goes to infinity as m → ∞ with a positive probability, leading to a
contradiction. Thus Ṽ = 0 w.p.1.

Extensions of the perturbed Liapunov function method used in the above
proof are a powerful tool for more general problems [5, 38, 48, 66]. Combinations
of the Stability and ODE methods that do not require constraints are in [9],[48,
Sections 5.4, 6,7, 8,5].

2. Introduction to the (ordinary differential equation) ODE approach.
In recent decades the complexity of potential applications of recursive algorithms
has increased considerably, and the classical methods of proof are not adequate.
There are more complicated stochastic dependencies of the Yn observation pro-
cesses, including state-dependence of the noise, more flexible requirements on
the step sizes, constraints on the iterates, multiple time-scales, decentralized
algorithms, regression functions that are an average cost over an infinite time
interval, tracking of time varying systems, etc.

The algorithms (1.1)–(1.4) can be viewed as a finite-difference equations with
step sizes εn or ε. Hence there is a natural connection with differential equations.
The basic idea of what is now called the ODE method was introduced by Ljung
[51] and was extensively developed by Kushner and coworkers (see [39, 42, 48]
and references therein and [5]), and will be the subject of the rest of this article.
One shows by a “local” analysis that the noise effects average out so that the
asymptotic behavior is determined by that of a “mean” ODE. Essentially, the
dynamical term at a value θ is obtained by averaging the Yn as though the
parameter were fixed at θ. The ODE might be replaced by a constrained form
or a differential inclusion.The ODE method is perhaps the most versatile and
powerful approach for the analysis of stochastic algorithms.

To get the limit mean ODE one works with continuous-time interpolations.
Define t0 = 0 and tn =

∑n−1
i=0 εi. Define θ0(·) on (−∞,∞) by θ0(t) = θ0 for

t ≤ 0. For 0 ≤ tn ≤ t < tn+1, set θ0(t) = θn. Define the sequence of shifted
processes θn(·) by θn(t) = θ0(tn + t). For t ≥ 0, let m(t) denote the unique
value of n such that tn ≤ t < tn+1. For t < 0, set m(t) = 0.

Constrained algorithms. In practice, in one fashion or another, the iterates
are usually constrained to lie in some compact set. The constraint might be due
to physical limits on the θn. In general, it is unreasonable to suppose that the
user would allow the θn to go to infinity, without some appropriate intervention.
Let H be a compact, connected and non-empty constraint set, and suppose that
if the iterate leaves H, it is immediately returned to the closest point in H. If
the constraint is added artificially for practical reasons, then it should be large
enough so that the limits are inside. In an application, this might require some
experimentation. For originally unconstrained problems, Chen and Zhu [14, 15]
show convergence using gradually increasing bounds.

For simplicity we will suppose that H is a hyperrectangle. Alternatives are:
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H = {x : qi(x) ≤ 0, i ≤ p}, where the qi(·) are continuously differentiable real-
valued functions, with gradients qi,x(·) and qi,x(x) 6= 0 if qi(x) = 0; or H is an
IRr−1-dimensional connected compact surface with a continuously differentiable
outer normal. These latter sets are dealt with in [48]. Define the set C(x) as
follows. For x ∈ H0, the interior of H, C(x) = {0}; for x ∈ ∂H, the boundary
of H, C(x) is the infinite convex cone generated by the outer normals at x of
the faces on which x lies.

If the iterates are not constrained, then a stability method such as [48,
Sections 5.4, 10.5] can be used to assure that the they do not explode.

Compactness and continuous-time interpolations. W.p.1 convergence
for the constrained algorithm. The following extension of the Arzela-Ascoli
Lemma will be used. Suppose that for each n, fn(·) is an IRr-valued measurable
function on (−∞,∞) and {fn(0)} is bounded. Also suppose that for each T
and ε > 0, there is a δ > 0 such that

lim sup
n

sup
0≤t−s≤δ, |t|≤T

|fn(t)− fn(s)| ≤ ε.

Then we say that {fn(·)} is equicontinuous in the extended sense, and then
there is a subsequence that converges to some continuous limit, uniformly on
each bounded interval.

The Kushner-Clark approach [39, 48]. To illustrate an approach to w.p.1.
convergence via the ODE method, consider a simple case of (1.3). Let Yn =
gn(θn)+ψn+βn, where βn → 0 w.p.1. For n ≥ 0, define Ψn(t) =

∑m(tn+t)−1
i=n εiψi,

Bn(t) =
∑m(tn+t)−1
i=n εiβi, Zn(t) =

∑mtn+t)−1
i=n εizi. Suppose that for some

T > 0,
lim
n

sup
j≥n

max
0≤t≤T

∣∣Ψ0(jT + t)−Ψ0(jT )
∣∣ = 0 w.p.1. (2.1)

(2.1) is also a necessary condition for convergence [70]. It is assured by

lim
n
P

sup
j≥n

max
0≤t≤T

∣∣∣∣∣∣
m(jT+t)−1∑
i=m(jT )

εiψi

∣∣∣∣∣∣ ≥ µ
 = 0, each µ > 0. (2.2)

Suppose that the gn(·) are continuous uniformly in n, and that there is a con-
tinuous function ḡ(·) : for each θ ∈ H and t > 0,

lim
n

∣∣∣∣∣∣
m(tn+t)∑
i=n

εi [gi(θ)− ḡ(θ)]

∣∣∣∣∣∣→ 0. (2.3)

Theorem 2.1. Under the above conditions {θn(·)} is equicontinuous in the
extended sense. W.p.1, the pathwise limits θ(·) satisfy the constrained ODE
θ̇ = g(θ) + z, z(t) ∈ −C(θ(t)), and θn converges to a limit set of the ODE.
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Proof.

θn(t) = θn +
m(t+tn)−1∑

i=n

εigi(θi) +
m(t+tn)−1∑

i=n

εi(ψi + βi) +
m(t+tn)−1∑

i=n

εizi. (2.5)

The functions defined by the middle sum go to zero w.p.1, and the set defined
by the first sum is equicontinuous in the extended sense. Suppose that {Zn(·)}
is not equicontinuous in the extended sense. Then there is a subsequence that
has an asymptotic jump in the sense that there are integers µk →∞, uniformly
bounded times sk, 0 < δk → 0 and ρ > 0 (all depending on ω) such that
|Zµk(sk + δk)− Zµk(sk)| ≥ ρ. The facts that zn = 0 if θn+1 ∈ H0, the interior of
H, and that zn ∈ −C(θn+1) can be used to complete the proof of equicontinuity
and that any limit must satisfy the constrained ODE θ̇ = g(θ) + z, z(t) ∈
−C(θ(t)). The limits of θn must lie in a limit set of the ODE.

Assuring (2.1) for the martingale-difference noise case [48, Section
5.3]. Let ψn = δMn, a martingale difference. Define Mn =

∑n−1
i=0 δMi. For

some even integer p, suppose that∑
n

εp/2+1
n <∞, sup

n
E|δMn|p <∞. (2.3)

Burkholder’s inequality [48, Section 4.1] and the martingale bound

PFn

{
sup

n≤m≤N
|Mm −Mn| ≥ λ

}
≤ EFnq(MN −Mn)

q(λ)
, each λ > 0,

where 0 ≤ q(·) is a nondecreasing convex function, yield

∑
j

P

 max
0≤t≤T

∣∣∣∣∣∣
m(jT+t)−1∑
i=m(jT )

εiδMi

∣∣∣∣∣∣ ≥ µ
 <∞, each µ > 0,

which, via the Borel-Cantelli Lemma, implies (2.2).
Alternatively, suppose that εn ≤ γn/ log n, γn → 0 and that the moments of

δMn grow no faster than Gaussian in that there is K < ∞ such that for each
component δMn,j of δMn, Eneγ(δMn,j) ≤ eγ

2K/2. Suppose also the innocuous
condition that for T <∞, there is c1(T ) <∞ : for all n, supn≤i≤m(tn+T ) εi/εn ≤
c1(T ). Then (2.2) holds [48, Section 5.3]. Criteria assuring (2.1) for more general
noise processes are in [39]. If g(θn, ψn) replaces gn(θn) + ψn, then an analysis
can still be done [5, 39], but becomes more difficult. The weak convergence
approach below will be simpler.

Chain recurrence. The above theorem state that the limits of θn are in a limit
or invariant set of the ODE. It was shown by Benäım [1, 2, 3], [48], (assuming
uniqueness of the solution for each initial condition) that the limits are in the
possibly smaller set of chain recurrent points within the limit set. The chain
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recurrent points are defined as follows. Let x(t|y) denote the solution to either
ẋ = ḡ(x) or the constrained form ẋ = ḡ(x) + z, z ∈ −C(x), at time t, given
x(0) = y. A point x is said to be chain recurrent [1, 2, 28] if for each δ > 0 and
T > 0 there is an integer k and points ui, Ti, 0 ≤ i ≤ k, with Ti ≥ T , such that

|x− u0| ≤ δ, |y1 − u1| ≤ δ, . . . , |yk − uk| ≤ δ, |yk+1 − x| ≤ δ,

where yi = x(Ti−1|ui−1) for i = 1, . . . , k + 1. Not all points in the limit or
invariant set are chain recurrent.

3. Weak convergence. The classical theory of SA was concerned with w.p.1
convergence to a unique limit. Henceforth we work with weak convergence. It
is much easier to use in that convergence can be proved under weaker and more
easily verifiable conditions and generally with less effort. The approach yields
almost the same information on the asymptotic behavior. The weak convergence
methods have advantages when dealing with problems involving correlated noise
and state dependent noise, decentralized or asynchronous algorithms, and dis-
continuities in the algorithm.

In applications, there is always a rule that tells us when to stop and accept
some function of the recent iterates as the “final value.” Then the information
that we have about the final value is distributional and there is no difference
in the conclusions provided by the probability one and the weak convergence
methods. If the application is of concern over long time interval, then the ac-
tual physical model might drift, in which case the step size is not allowed to
go to zero, and there is no general alternative to the weak convergence meth-
ods. In practical on-line applications, the step size εn is not usually allowed
to decrease to zero, due to considerations concerning robustness and to allow
some tracking of the desired parameter as the system changes slowly over time.
Then probability one convergence does not apply. In signal processing appli-
cations it is usual to keep the step size bounded away from zero. The proofs
of probability one results are more technical. They can be hard for multiscale,
state-dependent-noise cases or decentralized/asynchronous algorithms.

There is always value in knowing convergence w.p.1, when appropriate. Al-
though no iteration continues indefinitely, it is still encouraging to know that if
it were, then it will assuredly converge. However, the concerns that have been
raised suggest that methods with slightly more limited convergence goals can
be as useful, if they are technically easier, require weaker conditions, and are no
less informative when dealing with the practical conditions in applications

With the ODE approach, where the ODE is obtained by locally averaging
the dynamics, the conditions required for the averaging with weak convergence
are weaker than those needed for w.p.1 convergence and the proofs are simpler.
Furthermore, the {θn} spends “nearly all” of its time in an arbitrarily small
neighborhood of the limit point or set. Once we know that {θn} spends “nearly
all” of its time (asymptotically) in some small neighborhood of the limit point,
then a local analysis near this points can often be used to get convergence w.p.1
See, for example [40, Sections 6.9 and 6.10] and [22]. Even when only weak
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convergence can be proved, if θn is close to a stable limit point at iterate n,
then under broad conditions the mean escape time from a small neighborhood
of that limit point is at least of the order of ec/εn for some c > 0.

Definitions. W.p.1 convergence required a type of (w.p.1) compactness of the
paths of the SA sequence. Given this compactness, one then showed that the
limits satisfy the ODE. With weak convergence we can no longer work with
the individual paths, and the compactness is of the set of probability measures.
This can be translated into information on the asymptotic properties of the
paths. Let Dr[0,∞) denote the space of IRr-valued functions on [0,∞) that are
right-continuous with left-hand limits. The Skorokhod topology is used. The
exact definition is unimportant here [7, 24], except to note that the limits of a
sequence that is compact in this topology and whose discontinuities go to zero,
has continuous limits. This topology is common in weak convergence analysis,
and is convenient since we are working with piecewise-constant interpolations
θn(·). One could use piecewise-linear interpolations, but the criteria for com-
pactness and the details of proof are simpler with our choice.

A set of of probability measures {Pn(·)} on Dr[0,∞) is said to be tight or
weakly sequentially compact if for each δ > 0 there is a compact set Sδ such that
Pn(Sδ) ≥ 1− δ for all n. Pn is said to converge to P weakly if

∫
f(x)Pn(dx)→∫

f(x)P (dx) for all bounded and continuous real-valued functions f(·). A tight
sequence always contains a weakly convergent subsequence. The Pn, P are the
measures of processes with paths in Dr[0,∞), and it is these processes that are
of concern. If the set of measures is tight or converges weakly, then abusing
notation, we use the same terminology for the processes. More detail on the use
in SA theory is in [48].

Consider (1.3) and, henceforth, let {Yn} be uniformly integrable. Then
{θn(·)} is tight. Also, henceforth, suppose that {Y εn} in (1.4) is uniformly in-
tegrable. Then {θε(T + ·), T < ∞, ε > 0} is tight. In both cases, the limit
processes, as n→∞, or ε→ 0, T →∞ have Lipschitz continuous paths w.p.1.
For the analog of Theorem 2.1 with martingale difference noise, the sequence
{Ψn(·)} is tight with zero weak-sense limits if only εn → 0. Then all weak-sense
limits satisfy the constrained ODE. The analog of (2.2) is the much simpler
requirement: For any T > 0 and all δ > 0,

lim
n
P

{
max

0≤t≤T
|Ψn(t)| ≥ δ

}
= 0.

Correlated noise: A convergence theorem. Constant ε will be used to
simplify the notation. The results are analogous if εn → 0. Rewrite (1.4) as

θεn+1 = θεn + εEnY
ε
n + εδM ε

n + εzεn, .

where δM ε
n = Y εn − EnY εn and EnY

ε
n = g(θεn, ξ

ε
n+1) where ξεn is a random se-

quence. Define the martingale M ε
n =

∑n
i=0 εδM

ε
i , with M ε(·) being the contin-

uous time interpolation. Analogously, define Zε(·) from the {zεn}.
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Let g(θ, ξεn+1) be continuous in θ, in the mean, uniformly in n. Suppose that
there is a function ḡ(·) such that for each θ

lim
nε→∞, εnε→0

1
nε

m+nε−1∑
i=m

Emg(θ, ξεi+1) = ḡ(θ) (3.1)

in mean, and uniformly in m. Due to the use of the conditional expectation, this
is a weak form of the law of large numbers. (Discontinuous and θ-dependent
noise can also be handled, but is more complicated.)

Theorem 3.1. Under the above conditions, {θε(T + ·)} is tight and any weak-
sense limit as ε→ 0, T →∞, is in the limit or invariant set of the constrained
ODE. If the solution is unique for each initial condition, then the limit points
are chain recurrent.

Proof. Write

θε(T + t)− θε(T ) =
(T+t)/ε−1∑
i=T/ε

εEig(θεi , ξ
ε
i+1)

+[M ε(T + t)−M ε(T )] + [Zε(T + t)− Zε(T )].

(3.2)

If supε,nE|Y εn |2 <∞, then the martingale property implies that

E sup
s≤t
|M ε(T + s)−M ε(T )|2 = E

(T+t)/ε−1∑
i=T/ε

[εδM ε
i ]2 = O(tε),

uniformly in T , implying that M ε(Tε + ·) −M ε(Tε) converges weakly to zero,
no matter what the sequence Tε. This latter property also holds under only
uniform integrability. Let Tε → ∞. The sequence {θε(Tε + ·)} is tight and any
weak-sense limit has Lipschitz continuous paths w.p.1 (by the uniform integra-
bility assumption). Since the weak-sense limit of the martingale terms is zero
and those of the sum in (3.2) have Lipschitz continuous paths, the weak-sense
limits of Zε(Tε + ·) − Zε(Tε) are Lipshitz continuous. Fix a weakly conver-
gent subsequence, index it by ε for notational simplicity, and denote the limit
processes by θ(·) and Z(·), with z(t) = Ż(t).

To get the limit ODE we need to consider the first sum in (3.2). It will be
seen that for continuous f(·), any integer q, any t > 0, and any si ≤ t, i ≤ q,
τ > 0,

Ef(θ(si), i ≤ q)
[
θ(t+ τ)− θ(t)−

∫ t+τ

t

ḡ(θ(u))du+ Z(t+ τ)− Z(t)]
]

= 0,

(3.3)

where Ż(t) ∈ −C(θ(t)). This implies that θ(t) − θ(0) −
∫ t

0

ḡ(θ(u))du − Z(t) is

a martingale. The (absolute) mean value is zero, hence it is zero. Thus θ(·)
satisfies the constrained ODE.
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The proof proceeds by using local averaging, using the fact that θεn varies
slowly. We can write

Ef(θε(si), i ≤ q)

×

θε(t+ τ)− θε(t)− ε
(t+τ)/ε−1∑
j=t/ε

g(θεj , ξ
ε
j+1)− [Zε(t+ τ)− Zε(t)]

 = 0.

Without loss of generality we can let Tε = 0. Consider the term with the sum
and collect terms in groups of size nε →∞ , with δε = εnε → 0, and rewrite:

Ef(θε(si), i ≤ q)

θε(t+ τ)− θε(t)−
t+τ−δε∑
l:lδε=t

δε

 1
nε

lnε+nε−1∑
j=lnε

Elnεg(θεj , ξ
ε
j+1)

 .

By the continuity and uniform integrability, modulo negligible terms,

Ef(θε(si), i ≤ q)

θε(t+ τ)− θε(t)−
t+τ−δε∑
l:lnε=t

δε

 1
nε

lnε+nε−1∑
j=lnε

Elnεg(θεlnε , ξ
ε
j+1)

 .

As ε→ 0, this expression is approximated by

Ef(θε(si), i ≤ q)

[
θε(t+ τ)− θε(t)−

t+τ−δε∑
l:lnε=t

δεḡ(θεlnε)

]
,

where the sum is asymptotically replaceable by an integral. The reflection term
is treated similarly to what was done in Theorem 2.1.

4. Extensions. 4.1. Multiple time-scales. In multiple-time-scale systems,
the components of the iterate are divided into groups with each group having
its own step-size sequence, say for two groups, εn, µn, and they are of different
orders in that εn/µn → 0. The methods follow the same lines as above, with
the usual modifications used in singular perturbations of essentially dealing with
the fast system first, getting its limits as a function of the fixed slow variable,
and then showing that the slow system can be dealt with the limit fast variables
used [6], [37, 48, Section 8.6]. The rate of convergence can be very slow.

4.2. Random directions. For high-dimensional Kiefer-Wolfowitz type
problems, the original algorithms repeat (1.7) for each component. The rate
of convergence can be very slow, and one can waste much time iterating on
unimportant parameters. This suggests the possible value of iterating in random
directions using an algorithm such as

θn+1 = θn − εndn
[
Y +
n − Y −n

]
/2cn,

where Y ±n are observations taken at parameter values θn ± cndn, and the dn
are mutually independent and identically distributed random direction vectors.
Such algorithms were discussed in [39] where the dn were uniformly distributed
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on the unit sphere.. Spall [61, 67, 68] showed that there can be a considerable
advantage if the directions dn = (dn,1, . . . , dn,r) were selected so that the set of
components {dn,i;n, i} were mutually independent, with dn,i taking values ±1
each with probability 1/2; that is, the direction vectors are the corners of the
unit cube in IRr. In [48, Section 10.7]. it was shown that the result is the same if
they are uniformly distributed on the unit sphere, with radius

√
r. An analysis

of the rate of convergence suggests that the improvement is best if there are
many components of θ that are relatively unimportant.

4.3. Linear system identification and tracking. The problem of
estimating or tracking the value of a time-varying parameter in linear sys-
tems has applications in adaptive control theory, and in communications theory
for adaptive equalizers and noise cancellation, etc., where the signal, noise,
and channel properties change with time. Consider the observation model
yn = φ′nθ̄ + νn, where θ̄ is the value of the unknown physical parameter, νn
is observation noise, and φn is a regression vector. The values of yn, φn are
observed. Owing to the importance of this problem there has been a vast lit-
erature [5, 17, 29, 30, 31, 32, 52, 53, 65, 72]. A basic algorithm, based on least
squares approximation, has the form θεn+1 = θεn + εφn[yn − φ′nθ

ε
n], where θεn

is the current estimate of θ̄. Now, replace θ̄ by θ̄n, and let the distributions
vary slowly. A lot of attention has been devoted to getting the optimal value
of ε [5, 32]. A successful stochastic approximation scheme for tracking in the
time-varying case was given in [10] and further developed in [45] and discussed
in [48, Section 3.2]. Then εn replaces ε, but it does not converge to zero. The
updating algorithm for εn is the actual SA algorithm. An application to an
adaptive antenna system is in [12]. If the φn are not observable, then we have
“blind optimization,” and it is substantially harder [4]

4.4. Iterate averaging methods. Consider the multivariate RM algo-
rithm. If εn goes to zero slower than O(1/n) in that εn/εn+1 = 1 + o(εn), then
the rate of convergence of the average Θn =

∑n
n−Nn θi/Nn, where n−Nn →∞,

is nearly optimal under broad conditions, in that it is the rate that would be
achieved if εn were replaced by εnK for the asymptotically optimal matrix K.
This surprising result was shown by Polyak and Juditsky [34, 56] and Ruppert
[59] , and analyzed under more general conditions in [13, 16, 44, 46, 47, 50, 73, 74]
and [48, Section 11.1]. In particular, [44] showed that

√
n(Θn − θ̄) converges

in distribution to a normally distributed random variable with mean zero and
covariance V̄ , where V̄ is the smallest possible [48, Section 11.1].

4.5. Rate of convergence. Classical rate of convergence results for
the RM process concern the asymptotic distribution of Un = (θn − θ̄)/

√
εn and

U εn = (θεn− θ̄)/
√
ε, as n→∞ or ε→ 0, nε→∞. Define the interpolations Un(·)

and U ε(·) with intervals εn and ε, resp. Suppose that θn(·) (or θε(T + ·), as ε→
0, T → ∞) converges weakly to θ̄ ∈ H0. The references [36, 39, 41] introduced
the idea of studying the rate by showing that, under appropriate conditions,
Un(·) and U ε(T+·) converge to stationary mean-zero linear diffusions as n→∞
or ε→ 0, T →∞, and the covariance of these limits serves as a measure of the
rate of convergence. A more complete development is in [48, Chapter 10] and
[5].
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Consider the constant ε case where EnY
ε
n = g(θn, ξεn+1), where g(·, ξ) is

continuously diffentiable near θ̄. Let there be a Hurwitz matrix A such that

1
m

n+m−1∑
i=n

[
Eεng

′
θ(θ̄, ξ

ε
i )−A

]
→ 0

in probability as ε → 0 and n,m → ∞. Suppose that the sequence defined by√
ε
∑(t+T )/ε
T/ε (g(θ̄, ξεi ) + δM ε

i ) converges weakly to a Wiener process with covari-
ance Σ. Then, under some other mild conditions, U ε(T + ·) converges weakly
to the stationary process U(·) defined by dU = AUdt + dW, where Σ is the
covariance of the Wiener process W .

For εn = K/n, where K is a positive definite matrix, the limit is dU = (I/2+
KA)Udt+KdW. In the sense of minimizing the trace of the stationary covariance
matrix, the optimal value of K is −A−1 and the corresponding covariance is
A−1Σ(A−1)′. If εn → 0 faster than O(1/n) in that (εn/εn+1)1/2 = 1 + o(εn),
then drop the I/2 term. See [48, Chapter 10]. If the limit θ̄ is on the boundary
of H, then there might be a a reflection term on the diffusion [11]. The rate of
convergence of moments for the random directions algorithm is in [26].

An alternative point of view uses the so-called strong diffusion approximation
and estimates the asymptotic difference between the normalized error process
and a Wiener process in terms of an “iterated logarithm” [33, 55].

4.6. State-dependent noise. So far it has been assumed that EnYn =
g(θn, ξn+1) (or the analogous form for εn = ε) and it was implicitly sup-
posed that that the evolution of the noise did not depend on the values of
the iterates in that P {ξn+1 ∈ · | ξi, θi, i ≤ n} = P {ξn+1 ∈ · | ξi, i ≤ n} . In nu-
merous applications, there is a dependence that must be accounted for. The
usual form is what is called Markov state dependence. It takes the following
form. P (·, ·|θ) is a Markov transition function parameterized by θ such that
P {ξn+1 ∈ · | ξi, θi, i ≤ n} = P (ξn, ·|θn). The analysis follows lines that are anal-
ogous to the simpler case, but is technically more complicated. The approach
was initiated in [38, 42] and developed further in [43] for weak convergence. See
[5] for a complete development of the w.p.1 convergence case. Some comments
on the non Markov case are in [48, Section 8.4.].

4.7. Minimizing an ergodic cost function. The KW and related pro-
cedures are concerned with the minimization of a function whose values at the
chosen parameters are observed subject to noise. In many applications, one
wishes to minimize functions of the type limT→∞E

∫ T
0
c(θ, x(t, θ))dt/T where

x(θ, ·) is a random process parameterized by θ, and only samples of the in-
tegrand are observed. Effective algorithms are discussed in [48, Section 9.1],
[43].

4.8. Large deviations. In [48, Section 6.9], [20, 21, 22] large deviations
methods are used to show that escape from a small neighborhood of a weak-sense
limit point is impossible, under weak conditions.
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ture Notes in Mathematics: 1769: Séminaire de Probabilities, pages 1–69.
Sprtinger-Verlag, Berlin and New York, 1999.
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